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List of Abbreviations
Acronym

Meaning

Explanation

DLO(s)

Deformable Linear Object(s)

Highly deformable objects with an infinite amount of
degrees of freedom, such as ropes, cables, wires,
tubes, etc.

DCNN

Deep Convolutional Neural
Network

A special form of artificial neural networks which
uses convolution filters to learn visual patterns

3D

3 Dimensions

A point or expression with an ,

FPS

Farthest points sampling

A technique to efficiently and uniformly sample
point clouds
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1 Introduction

Deformable Linear Objects (DLOs) belong to the general class of deformable objects,
consisting of wires, cables, strings, ropes, and elastic tubes, as relevant examples.
Although vastly present in every domestic and industrial environment, DLOs still
represent a problematic task for automated robotic systems, both at perception and
manipulation levels. From the perception side, this is due to the lack of any specific
shape (due to the deformability), colour, texture, or any general feature that can
make them easily distinguishable with respect to other objects. In addition, DLOs are
characterized by small dimensions in terms of diameters, thus posing an additional
challenge concerning the 3D perception capabilities (see D4.1). From the
manipulation side, the DLOs intrinsic deformability makes modelling and predicting
their behaviour during a manipulation task challenging.
This report aims to provide an overview of the Cable Real-Time Tracking pipeline
developed to address some of the previously mentioned challenges concerning the
perception of DLOs in 2D images. It is worth pointing out that the extension to 3D
settings is straightforward and experimental evidence are provided at the end of this
report. Concerning the selection of the 3D sensor, the discussion on D4.1 should be
taken as reference.
The document is organized as follows: Sec. 2 focuses on the processing of the
individual images. The algorithm for the real-time instance segmentation of single
and multiple DLO instances given a source image is presented there. Sec. 3 provides
a discussion and experimental evaluation of the developed tracking algorithms.
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2 Real-Time Cable Detection

Cable detection represents an inevitable step within the entire REMODEL real-time
cable detection and tracking pipeline. The successful performance of the tracking of
DLOs heavily relies on it. Depending on the specific use case within the REMODEL
project, single or multi DLO detection and tracking is required. Furthermore,
computational hardware limitations restrict the choice of computer vision algorithms
that can be used to obtain a binary mask. Therefore, two different scenarios are
considered. In the first scenario, limited usage of computational hardware is taken
into account, and only single DLO instances within the scene are considered. The
computational hardware limitation prohibits the usage of deep learning-based
approaches, but only traditional computer vision methods can be used for retrieving a
binary mask. However, this increases the possibility of disjoint binary masks. On the
other hand, the second scenario considers multiple DLO instances within the scene,
but without any specific computational hardware limitation. Therefore, deep learningbased computer vision approaches can be leveraged to accurately and robustly
retrieve binary masks of the given input image. However, due to the possibility of
multiple DLO instances, the complexity of the problem increases.

2.1 Single DLO Instance Segmentation
A spline-based approach for fast retrieving of DLOs, called DLOFTBs (Deformable
Linear Objects Fast Tracking with B-splines), is presented. The general scheme of
the proposed algorithm is presented in Figure 1. To transform the mask image into a
B-spline curves four main processing steps are required: (1) morphological open &
skeletonization, (2) walk along the skeleton segments, (3) filtering and ordering of
segments, and finally (4) B-spline fitting. In the following subsections, each of these
steps is described in detail.

Figure 1: The general scheme of the proposed DLO tracking algorithm. The mask image is
transformed through several processing stages to obtain B-spline representation of its shape.
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Morphological Open & Skeletonization
The first operation performed on the mask of the DLO is a 3x3 (the smallest possible)
morphological open. This is used to remove some single false positive pixels, which
are common to encounter because of imperfect segmentation. After that, one of the
most important steps in mask processing is made - skeletonization.
This operation takes the mask image as an input and creates its skeleton, i.e. a thin
version of the mask, which preserves its topology and reduces its width to a single
pixel. Moreover, it is thinning the object symmetrically in each direction, thus the
resultant skeleton lies in the geometric centres of the DLO segments.
It is especially important because this operation reduces significantly the amount of
information about the pixels representing the DLO while preserving the crucial
information encoded in central pixels along the DLO. Moreover, using the skeleton,
one can easily find the crucial parts of the DLO mask, such as segment endpoints -pixels with only one neighbour, or branching - pixels with more than two neighbours.
While the segment endpoints will constitute starting points for the walks on
segments, the branching points are crucial while performing a walk, as they require
the walker to choose one of several possible paths.
To avoid this inconvenience, it is considered to remove branching points and
postpone the decision about making connections between segments for further
processing. By doing so, we can simplify the segment walk algorithm considerably.
Moreover, to speed up the morphological operations it is only applied to the bounding
box of the DLO, which is cheap to obtain using standard image processing functions
from the OpenCV library.

Walk algorithm
After the skeletonization, and the classification of the segment endpoints, a walk can
be performed along each segment. The walk starts from a random segment endpoint
and continues pixel by pixel till the end of the segment, collecting the subsequent
pixel coordinates. Such traversing is always possible and unambiguous, as all pixels,
with more than two neighbours, were removed in the previous step. After each walk,
two points of the set of endpoints, that were the beginning and end of the considered
segment, are removed. Next, another segment endpoint is drawn and a walk is
performed, and this repeats till the end of segment endpoints. As a result, a set of
paths i.e. ordered lists of pixels is obtained, representing all segments.
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Filtering and ordering of segments
In this step, short segments are filtered out which most likely represent some artifacts
of the mask or resulting from the skeletonization procedure. Using this, phenomena
like the small dongle at the top of the mask in Figure 10 can be discarded. While
useful for removing unwanted artifacts, this approach may also result in the situation
when a short part of the actual DLO is removed. However, the lack of such short
segments probably will not affect the resultant path significantly, as it will be treated
as occlusion and handled by our algorithm at the next stage.
In order to fit a B-spline effectively into a set of segments, they need to be ordered.
To order them, segment endpoints pairs, which are most likely to connect each other,
are identified. To decide about the valid connections of those pairs a criterion, which
takes into account both distance and orientation of the endpoints, and a greedy
algorithm for choosing connections, is used.
Let’s define a criterion used to decide whether two segments endpoints should
connect each other, by
(

)

where
is an euclidean distance between segment endpoints,
is a criterion
,
- is a linear
related to mutual orientation of the segment endpoints, and
mixing factor. While the definition of
is rather straightforward, the exact formula of
the
is given by
|

|

where

are orientations of the segment endpoints calculated as an
, where
and
are distances in the and axis between segment
endpoint and the -th pixel in the path. Choosing the exact number of pixels to use in
the orientation calculations is a compromise between orientation resolution, which
grows with , and maintaining the true orientation of the end of the segment, which
decreases with .
In the experiments, it is assumed
, as maintaining the true orientation of the
segment is more important than high resolution. Using the criterion one can decide
about the pairs of the segment endpoints. The most accurate solution would be to
check for all possible pairings schemes and find the one with the lowest . However,
it is also the most computationally expensive one, as it requires checking
pairings, where is the number of segments. In order to limit the
computational burden, we decided to use a potentially less accurate, but much faster
approach -- a greedy one. Thus, instead of comparing all possible pairings schemes,
it is only searched every single time for the cheapest connection. By doing so, only
connections are chosen out of
pairs of endpoints, taking into account
the already taken endpoints. This approach reduces the number of computations
significantly (from exponential to quadratic) and allows the method to run in real-time
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for numbers of segments that would be not tractable with brute-force approach (e.g.,
for
the number of connections to evaluate is reduced from
to
).
Interestingly, this algorithm can be easily modified to track multiple cables also. In the
single cable case, we are trying to make all possible connections between segment
endpoints, except the last one, in the order determined by the criterion . To make it
work for the multiple cable case, more conservative thresholds are used and
connections are only established if the criterion value is smaller than some userdefined threshold . Thus, the connections are performed in the greedy order as in
the single cable case, but if the limit
is reached the algorithm stops. As a result,
several segment sequences are obtained instead of one, as for the single cable
case. Finally, the B-spline fitting phase (described in the next point) is performed
multiple times, separately for all resultant segment sequences, resulting in the
multiple B-splines that represent the shape of the cables in the image.

B-spline fitting
Using the list of connections between segments it is possible to put the segments in
the order that allows traversing the whole DLO. In order to fit the B-spline to the
segments, we need one more component, which will serve as an argument for the Bspline i.e. the vector of the relative position of the pixels on the path. This vector
consists of numbers for 0 to 1, which indicates at which place in the resultant path,
each pixel should lie. To make this vector, distances between pixels are stacked in
segments, as well as Euclidean distances between segment endpoints, obtaining an
ordered set
{

(

)

(

)

},

where
is the distance between first and second pixel in the first segment,
whereas
is the euclidean distance between last pixel in the first segment and first
pixel in the second segment. Then, consecutive elements of vector are obtained by
calculating a cumulative sum of elements of . Using the Euclidean distance
between segments, an estimate of the distance is introduced (always
underestimated) along the DLO (we do not have access to the true one, as the parts
of a DLO are occluded). This procedure prevents the sudden changes of the pixel's
positions in terms of the B-spline argument .
The last thing to define before regressing the B-splines is the number and positions
of knots. In the proposed solution, the number of knots is a user choice, no specific
limits are put, however, one has to mind the restrictions stemming from the
Schonenberg-Whitney conditions1 i.e. there must be a data point between any two

1

Schoenberg, I. J., & Whitney, A. (1953). On Pólya frequence functions. III. The positivity of translation determinants with an
application to the interpolation problem by spline curves. Transactions of the American Mathematical Society, 74(2), 246–259.

D4.3 – Cable realtime tracking – REMODEL - Version 2022-04-27

7

knots, what in terms of the number of knots can be rewritten into
.
However, to meet this the positions of the knots need to be defined properly. To stay
within these constraints, knots as a equidistant are defined, in terms of the element
number, elements of the vector , as it will ensure that the Schonenberg-Whitney
conditions are met.
Finally, one can fit two B-splines, one for each axis, with the use of the prepared
argument vector , knots, and and coordinates of the ordered pixels. Cubic
splines are used, as higher continuity is not necessary for the considered problem.

3D Data
Even though the proposed DLO tracking algorithm is meant to work on 2D images, it
can be easily extended to work for the 3D data, obtained from the RGBD sensor.
In this case, the mask is treated in the same way as for the 2D case, till the moment
of the B-spline fitting. Given a sequence of segments in the 2D space, it is
augmented with the corresponding depth coordinates and then the B-spline fitting is
performed. Thus, three B-splines are obtained, each representing the value of a
different coordinate
with respect to the curve length estimate.

2.2 Multi DLO Instance Segmentation
The input RGB image Is is processed using a Deep Convolutional Neural Network
(DCNN) performing the semantic segmentation, i.e. the task of labelling each pixel of
an image with a given class. In the context of our task, just one class (i.e. DLO) is
defined, thus the problem of semantic segmentation is converted to the one of
discerning the DLOs in the image, making the output of the segmentation simply be a
binary mask Mb.
To achieve a robust and accurate binary mask a large dataset containing annotated
masks of the DLOs is required. However, due to the usual difficulties in manually
building large datasets for deep learning applications, the software tool called
Blender2 is exploited to render realistic images3 in an automated manner. In
particular, a dataset of synthetically generated cables is built where the shape,
radius, colour, and stripes are randomized. In addition, a random texture is chosen
as background to enforce the network to learn a model representation of the DLOs
as general as possible. A total of about 6.000 images were rendered for handling the
data-driven learning methods involved throughout this report.

2
3

https://www.blender.org/
Denninger, Maximilian, et al. "Blenderproc." arXiv preprint arXiv:1911.01911 (2019).
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The network architecture for the background segmentation is DeeplabV3+ 4. The
reason for selecting DeeplabV3+ is its reliable performance in the context of DLOs,
especially along object boundaries. The result of the segmentation of a sample
image is shown below in Figure 2.

Figure 2: Source image and corresponding output binary mask.

Graph Generation
The idea is to construct a graph-like representation of the DLOs in the input image
given the result of the semantic segmentation step. A graph is commonly denoted
with G = (V, E) where V is the set of nodes and E the set of edges. In this section of
the report an approach for retrieving both the set V and E is discussed.

Nodes
From the binary mask Mb, its distance transform, i.e. the distance of every foreground
(white) image pixel to the nearest background (black) pixel, is computed and denoted
with Mdist. Then, Mdist is dilated with a small square kernel (3x3). The dilation
operation is a maximum locating morphology operation. Indeed, as the kernel is
convolved over the target image, the maximal pixel value overlapped by the kernel is
computed and the image pixel in the anchor point position is replaced with that
maximum value. Dilation is usually applied on binary masks for enlarging the
foreground (white) portion. Instead, in this context, the dilation operation is applied to
the mask Mdist which contains intensities values, obtaining M dilation. The local
maximums of Mdist are retrieved by comparing pixel-wise Mdist and Mdilation masked
using Mb. Indeed, if the value of pixel (i,j) in M dist and Mdilation is the same, this means
that the considered pixel is a local maximum. By assign the pixel value of 1 to the
maximums and 0 to the rest of the pixels, a new mask is obtained, denoted with M max
and shown below alongside Mdist.

4

Chen, Liang-Chieh, et al. "Encoder-decoder with atrous separable convolution for semantic image segmentation."
Proceedings of the European conference on computer vision (ECCV). 2018.
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Figure 3: From left to right: distance transform image, local maximum image, obtained graph
nodes.

The set of maximum pixels is relatively large and not really tractable in real-time
applications. Thus, a way for down-sampling this set is needed. In this regard, the
farthest point sampling (fps) algorithm5 is employed with a sampling ratio of 0.1, i.e.
only 10% of the input pixels are randomly sampled. The set of nodes is thus retrieved
and denoted in Figure 3.

Edges
The remaining missing ingredient for the generation of the graph representation is
the set of edges. The connections between the nodes should consider both their
relative proximity as well as orientation constraints. Regarding the proximity
constraint, an initial candidate set of edges Eknn is obtained looking, for each node, at
the K nearest neighbours in the nodes set. Concerning the second requirement, e.g.
orientation, it involves both the nodes local orientation and the connecting edge
orientation.
The local orientation of a given node
at coordinates (i,j) is derived from a local
window centred at (i,j) and with intensity values extracted from the distance
transformed image Mdist. A window size of 15 pixels is in practice used and the
gradient computed on the intensities values of the local window. A resulting set of
two matrices with same dimension of the input one are obtained both for the
horizontal ( ) and vertical ( ) axis. Thus, a summation over the entries of the
matrices weighted with respect to their distance from the centre location in the matrix
itself is performed obtaining the resulting components and . Then, the orientation
angle or direction vector describing the local window can be easily obtained.
Example of windows and relative orientation estimation are provided in Figure 4. The
estimated direction is denoted by a red line whereas the colour-map indicates the
difference in the intensity values, i.e. zero (dark blue) to maximum (bright yellow).

5

Qi, Charles Ruizhongtai, et al. "Pointnet++: Deep hierarchical feature learning on point sets in a metric space." Advances in
neural information processing systems 30 (2017).
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Figure 4: Examples of local nodes orientations.

Given the orientation information of each node, a score is assigned to each edge in
- accounting also for the
the set
, the score being defined in the range ,
direction information. The score is calculated employing the cosine similarity defined
as:
‖ ‖ ‖ ‖
Where ⋅ denotes the dot product between two general vectors
the denominator is denoted the product of the norms.

and

, whereas at

Focusing on a single node of the graph (e.g. ) and given one of its edge
(
)
between the considered node and one of its neighbours , the edge
score is computed as:

(

)

|

|

Where is the direction vector between the considered nodes, accounting for the
edge orientation in the euclidean space, | | denotes the absolute value operation
over the similarity score between the two nodes.
(
)
The above operation is computed for all
edges
obtained from
node , i.e.
, thus a final score vector
is constructed containing all the
individual scores. The edges having a score lower than a user-defined threshold are
thus filtered out, obtaining ̅̅̅̅̅̅. The remaining edges are weighted accounting for
their lengths, with the following formula:
‖ ‖
where
and
are the minimum and maximum lengths of the edges in ̅̅̅̅̅̅.
Finally, the weighted set of scores
is separated into a set containing just the
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positive values
and a set containing the negative values
the node x1 are thus selected as:

. The final edges for

̅̅̅̅̅̅
̅̅̅̅̅̅

Figure 5: Graph generated from the computed nodes and edges.

Notice that the sets
and
can be empty sets in case of not-aligned orientations,
thus skipping the above selection. The result of the graph generation approach for a
sample image consisting of three different DLOs is shown in Figure 5.
The above edge computation can be easily implemented as vector-based products
thus leading to very efficient processing times (to the order of a few milliseconds).

Intersection Classification
Although the generated graph should contain nodes having a degree, i.e. number of
neighbours, of only 1 or 2, depending on if the considered node is an endpoint,
nodes having a higher degree, i.e. 3 or 4, are still possible. This happens if the
considered node is placed mostly at the intersection area between multiple DLOs
resulting in a less reliable orientation estimation, thus leading to wrong edge
connections. These situations are handled by a specific neural network.
The goal of this network is to transform an input feature vector into an embedding
space where similar input vectors are close together and dissimilar ones are far
apart. The triplet loss6 is deployed for the required optimization of the network. The
loss is computed between an anchor, a positive and a negative sample. The distance
in the embedding space between anchor and positive is minimized while the one
between anchor and negative is maximized. For a given node, the input feature
6

F. Schroff, D. Kalenichenko, and J. Philbin, “Facenet: A unified embedding for face recognition and
clustering,” in Proc. of the CVPR 2015,pp. 815–823.
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vector contains: 1) its local direction, 2) a parameter related to the local DLO
thickness, 3) the local RGB colour.
From the graph, the nodes having a degree higher than 2 are selected and their
related neighbouring nodes used for establishing the connections. Indeed, they are
organized into combinations of 2 elements and the Similarity Network is employed for
predicting the probability of a connection.

Figure 6: Data flow in the Similarity Network.

The flow of the computation is described in Figure 6 where and denote two input
vectors which are transformed in the embedding space, i.e.
and . Then their
distance is evaluated and transformed into a probability value in the range [0,1] by
means of a Gaussian activation function:
‖

‖

Therefore, the probabilities are ranked in descending order, and the correct edges
are assigned from top to bottom if the related nodes have not been already selected
before.
In addition, misclassified edges going across the background region (black) of the
mask are removed. To ensure correct edge prediction, even in the case of gaps in
the mask, a dilation operation with a large kernel size is followed by filtering the
misclassified edges.
The result of the intersection solving and edge filtering on the sample graph is shown
in Figure 7.
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Figure 7: Final graph after solving the intersections and filtering incompatible edges.

DLO Instances Retrieval
The single instances of the DLOs present in the scene are retrieved considering the
connectivity of the graph, i.e. each DLO is represented as an isolated sub-graph from
the initial global graph. Additionally, the node coordinates can be used to fit spline
curves in order to obtain a continuous representation of the DLO shape in between
consecutive nodes. The spline representation can be useful also for performing a
final check of its curvature, i.e. to verify that tight curvature areas are not present in
the final instance, since they would represent erroneous detections. Thus, for each
spline curve, its curvature is checked and in case of values above a given threshold,
the curve is split at peak locations. By denoting the spline points set as
,
the curvature can be computed as:
| ̇ ̈
̇ ̈|
̇
̇

The result of the sub-graphs extraction and spline fitting are provided in Figure 8.

Figure 8: Subgraphs (left) and DLO instances with fitted splines (right).
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3 Real-Time Cable Tracking

A tracking system should be capable to correctly associate target objects between
consecutive video frames. With regards to the real-time capabilities, the association
needs to be found in less than 33 ms, i.e. that is 30 fps (frames per second). The
algorithms introduced in Section 2 are here exploited between consecutive video
frames for processing the individual frames and extracting the DLO instances. Then,
two different approaches are presented to match DLO instances throughout
consecutive sensor frames. First, the distance-based association procedure for multi
DLO instances is discussed and evaluated, followed by the spline-based approach
for single DLO instances.

3.1 Distance-based Association Multi DLO Instance Tracking

Association Score Computation
The idea exploited is simple but very effective from the point of view of the
processing time, requiring less than 1 ms of computation in normal settings.
Let’s denote with

{

. Similarly, let’s denote with
frame .
In general, the path
space, i.e.

=.

*

} the set of
paths obtained at frame
+ the set of
paths obtained at

is defined as a sequence

of 2D coordinates in the image

/. Similar considerations hold for all .

Thus, the tracking is performed utilizing the sum of the minimum distance between
each point of
and the ones of
. In particular, a matrix containing the pair-wise
euclidean distances between the two sets is created as
where the
rows contains the set of points at time whereas the columns the set of points at time
.
Then, the minimum distance for each row point is obtained by taking the minimum
entry in
across the columns, obtaining a row vector
. Finally, the
matching score between the sets and is computed as the sum of all the values
contained in , i.e.
.
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Association Procedure
The scores for each combination and are ranked in ascending order and the
matching procedure performed starting from the lower score until no more additional
matches can be performed.
An example of the tracking result is shown below from Figure 9 to Figure 10. The
camera was recording at 30 fps and the processing of our pipeline performed at a
higher frame rate (below 30ms of computation time). A demonstrator is available in
the form of a video7

Figure 9: Tracking results at frame 41 (left) and 90 (right).

Figure 10: Tracking results at frame 134 (left) and 178 (right).

7

http://intranet.remodel-project.eu/share/s/t_vphTUUQZS6a_1C-aI8xA
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3.2 Spline-based Single DLO Instance Tracking

Experimental Validation
DLOFTBs is evaluated on real-world scenarios of tracking the cable manipulated by
two manipulators, and recorded on the RGB videos. To evaluate the robustness of
the tracking algorithm, cables with different widths and lengths are used, and tested
the proposed algorithm on challenging setups including self-intersection and
occlusions, as the one shown in Figure 11.

Figure 11: Single cable tracking despite cable self-intersection and occlusions.

To compare DLOFTBs with the State-of-the-Art cable tracking algorithm CDCPD2
the method is adjusted to work with RGBD images and produce 3D B-splines. The
data is collected from both real-world manipulation, performed by a human, and
simulated one, to directly and numerically compare these algorithms. Figure 12
represents sample frames from several manipulation sequences performed with real
cables, whereas in Figure 13 one can see the comparison on a single artificially
generated sequence. Grey dots are the point clouds created from the recorded
RGBD images, green lines represent the prediction of our algorithm, while the red
ones of the predictions of CDCPD2. The proposed tracking method is able to
accurately track complicated shapes and outperforms the compared State-of-the-Art
approach. Demonstrators for the real8 and simulated9 scenarios are available in the
form of videos.

8

http://intranet.remodel-project.eu/share/s/V7hMGx_FTai5LnBEtGPufg
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Figure 12: Comparison of the DLOFTBs (green) with CDCPD2 algorithm(red) on several 3D videos of
human manipulating the cable.

Figure 13: Comparison of the DLOFTBs (green) and CDCPD2 algorithm (red) on artificially generated
data of 3D cable tracking sequence. In the hard case of deforming the cable from the self-intersection
into the basic shape, our proposed approach was able to accurately track the deformation throughout
the whole sequence, while the CDCPD2 approach started from the accurate tracking but degraded
significantly after the last moment when the cable was self-intersecting.

9

http://intranet.remodel-project.eu/share/s/xrkhBzJLT0aw_rHNo7-UTQ
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4 Summary
This report demonstrates the REMODEL real-time cable detection and tracking
pipeline. Based on the different requirements and computational hardware limitations
of the REMODEL use cases, two approaches were developed and evaluated to solve
the issue of detecting and tracking cables. First, a computational efficient splinebased method was presented. This spline-based method is used to robustly retrieve
a single DLO instance within the scene from an imperfect binary mask. Additionally,
the spline-based method can be easily extended for 3D data which was shown in the
qualitative evaluation. The second approach used a graph-based representation of
the DLOs to separate them into unique instances. Furthermore, a similarity network
is proposed to classify the cable instances at their intersections. In the end, the
distance-based association procedure and the spline-based approach are evaluated
on a single and multi DLO instance scenario. Both methods achieve robust and
accurate results as shown in the qualitative evaluation. Furthermore, the presented
methods are real-time capable.
The source code implementing the DLFTOB10 method and the Real-Time Multi DLO
Instance Tracking pipeline11 are publicly available. A platform with a Nvidia graphic
card is required for achieving the real-time capabilities. The experiments reported in
this document have been performed on a workstation equipped with an Intel Core i99900K CPU clocked at 3.60GHz and an Nvidia GeForce GTX 2080Ti.

10
11

https://dei-gitlab.dei.unibo.it/pkicki/cable_observer
https://dei-gitlab.dei.unibo.it/lar/RTDLO
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